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MOTIVATION MODEL

NPS ARE RELATED TO A WIDE RANGE OF ML AREAS RESULTS: 1D AND 2D REGRESSION

BAYESIAN OPTIMISATION USING THOMPSON SAMPLING SUMMARY

We have a function f(xi) = yi with inputs xi 
and outputs yi.

f is drawn from P, a distribution over functions.

We define the sets:
- Contexts: C = {(xi, yi)} 
- Targets: T = {xi}

GOAL: Given observations we want to make 
predictions at unseen target inputs.  

An example for this is 1-D regression
ri are the representations of the (xi,yi)-pairs and 
r the representation obtained by adding all ri. 

r parametrizes the mean and variance of  a 
latent Gaussian variable z.

hθ and gθ are implemented as neural networks.

θ parametrizes the output distribution which in 
this work is either a Gaussian or a categorical 
distribution.

Key properties of this model:

1. CNPs are conditional distributions over 
functions trained to model the empirical 
conditional distributions of functions f ~ P.

2. CNPs are permutation invariant in O and T.

3. CNPs are scalable, achieving a running time 
complexity of O(n+m) for making m 
predictions with n observations.
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Can fit more than 
one function at test 
time

❌ ✔ ✔ ✔

Computationally 
cheap at test time ✔ ❌ ✔ ✔

Can learn prior 
knowledge from 
data

✔ ❌ ✔ ✔

Can sample entire 
coherent functions ❌ ✔ ❌ ✔

Neural Processes are:

- inspired by the flexibility of stochastic 
processes such as GPs 

- structured as neural networks and trained via 
gradient descent from data directly.  

NPs can sample entire functions given some context points so they lend themselves to Bayesian optimisation (BO) using Thompson sampling. 

Characteristics  of regression algorithms:

Latent Variable Models

● NPs are conditional latent 
variable models

● They include a variable x which 
allows for targeted sampling

● This expands applicability (eg. 
image completion, RL…)

Meta-learning

● Like meta-learning algorithms, NPs aim at 
shifting workload from training to testing.

● We successfully apply NPs to classic 
meta-learning tasks such as  few-shot 
classification.

Gaussian Process

● Related models address scalability of GPs 
by combining them with neural networks

● They generally still require choosing kernel 
→ NPs learn this from data

[1] Riquelme et al., Deep Bayesian Bandits Showdown: An Empirical 
Comparison of Bayesian Deep Networks for Thompson Sampling (2018)
[2] Finn, Chelsea, Pieter Abbeel, and Sergey Levine: Model-agnostic 
meta-learning for fast adaptation of deep networks. (2017).

Five steps of 
Bayesian 
Optimisation  
using Thompson 
sampling on a 1D 
toy example.

Contextual Bandit experiments

An agent is given coordinates within a circle. The optimal action 
depends on the area the coordinates fall in (see diagrams below).

NPs outperform most BO algorithms evaluated in [1] and perform 
on par with SOTA approaches like MAML [2].

1D Regression 
Experiments

We train NPs on 
curves generated 
by a GP

Given some 
context points we 
sample from the 
latent distribution 
p(z|C) to generate 
the different blue 
curves.

2D Regression Experiments

We formulate image completion 
as a 2D regression task.

● x : pixel coordinates
● y : pixel RGB values

When provided only few context 
points variability is reflected in 
diversity of the samples.

We introduce NPs, a model that is flexible at test time,  
has the capacity to extract prior knowledge from training 
data and can generate different coherent samples.

We have demonstrated the 
usefulness of NPs on a 
variety of tasks: 

● Regression: 1D and 2D 
regression 

● Bayesian optimisation 
using Thompson sampling
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Unlike CNPs, NPs can sample entire 
coherent functions that are correlated 
via the global latent variable z.


